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Abstract 
Among the agents deployed on  the Web, search agents 
which can query multiple search engines simultane- 
ously are gaining popularity among end-users. A s  the 
number of users and search engines increase, however, 
establishing multiple connections to  remote search en- 
gines has the potential to  saturate the network and in- 
crease the load on  the server running the search agent. 
To resolve these issues, we propose a client-oriented 
distribution architecture for Web search agents. Our 
architecture allows having multiply replicated agents 
distributed throughout the network initiate the queries 
while localizing the network t ra f ic  to  the client’s ma-  
chine. Special attention has been made on  the design 
and implementation of a search agent based on  our 
proposed architecture that limits its use of network re- 
sources and prevents skewing the logs on  the remote 
sites. W e  also present the evaluation results of our 
Web  search agent. 

1 Introduction 
The role of agents in the field of information retrieval 
has become increasingly important as the amount of 
information resources available over the World Wide 
Web1 has increased at an alarming rate in recent years. 
Among the agents deployed on the net, search agents 
which can query multiple Web search engines, such 
as AltaVista, Excite, Infoseek, and Lycos, are gaining 
popularity among end-users2 who would rather dele- 
gate the task of searching to competent agents instead 
of searching on their own. Often termed as simulta- 
neous or multi-threaded search service, search agents 

lHerein referred to as “Web.” 
“End-user’’ and “user” should be read interchangeably 
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are a form of an information gathering agent, provid- 
ing an integrated interface to  accessing multiple search 
engines. 

Currently, search agents speed up their search pro- 
cess by submitting the queries to the remote search 
engines in parallel. As the number of users and search 
engines increase, however, Koster [SI points out that 
establishing multiple connections to  remote search en- 
gines has the potential to  saturate the network and in- 
crease the load on the server running the search agent. 
Also, since it is the search agent that queries the search 
engines, the access logs on the search engines will be 
skewed. Furthermore, the location of the search agent 
may induce inefficient routing of query responses over 
the network. 

Our study focuses on resolving these issues by hav- 
ing multiply replicated agents distributed throughout 
the network initiate the queries while localizing the 
network traffic to  the client’s machine. Special atten- 
tion has been made on the design and implementation 
of a search agent that limits its use of network re- 
sources, prevents skewing the logs on the remote sites, 
and acts in accord with the guidelines suggested for 
robot writers[lO]. 

The organization of this paper is as follows. In sec- 
tion 2, we provide a brief overview of various Web 
search agents in operation. In section 3, we present 
our client-oriented distribution architecture for oper- 
ating Web search agents along with its implementation 
details. In section 4, we evaluate the performance of 
our client-oriented Web search agent. Section 5 states 
our conclusions. 

2 Web Search Agents 
In this section, we provide an overview of Web search 
agents currently under research and the potential 
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problems they are known to exhibit. Web search 
agents can be divided into two: server-side search 
agents that operate from a single server for multiple 
users, and client-side search agents that operate from 
the client machine for the benefit of a single user. 

2.1 Server-Side Search Agents 
Server-side search agents, as the name suggests, op- 
erate from a single centralized system for the bene- 
fit of multiple users. Users initially connect to the 
agent’s home page and retrieve the query form written 
in HTML. When the form is filled out by the user and 
submitted to the agent, the agent maps the query to  a 
form suitable for each search engine it plans to  contact. 
The agent, then submits the translated queries to the 
search engines and retrieves the results, often perform- 
ing the tasks in parallel by multithreading the network 
connections. Finally, the results sent from the search 
engines are gathered, collated, and sent back to  the 
user who initially requested them. Some of the well- 
known server-side search agents include Savvysearch 
[4], ProFusion [6], and MetaCrawler [13]. 

At the benefit of providing abstraction and inte- 
gration of many search services tied into a single uni- 
form tool, server-side search agents pose several criti- 
cal problems [8]. The most noticeable ones are: 

1. The network and server load on the server run- 
ning the agent increases. 

2. The distances the queries and their responses 
would have to  traverse increases. 

3. Log skewing problem on remote search engines. 

To avoid making unnecessary remote queries, 
Savvysearch [4] selects the search engines to  contact 
based on the keywords, domain information submitted 
by the user, and past knowledge about which search 
engines had returned the most useful results. Also, it 
goes about to reduce the amount of parallelism to be 
exploited by predicting the expected network and sys- 
tem load as well as other data collected from user feed- 
backs. Similar to Savvy Search, ProFusion [6] auto- 
matically identifies the topic of the queries submitted 
by the user, thereby reducing the number of search en- 
gines to contact. MetaCrawler [13], on the other hand, 
always contacts all the search engines on its list. It 
does not go about reducing the amount of parallelism. 
The reason for this, the authors argue, is based on the 
observation that users follow references reported by a 
variety of different search engines. Another way to  re- 
duce the possibility of network saturation is to  submit 
the queries in a sequential fashion just as how a human 

user would perform when accessing multiple search en- 
gines, but this would sacrifice the speed, often making 
it less appealing for its users since the added bene- 
fit is minimal compared to other more comprehensive 
agents. 

2.2 Client-Side Search Agents 
Client-side search agents have advantages over the 
server-side search agents in that network usage, re- 
trieval, and filtering process are performed on the 
client’s machine. The log skewing problem disappears 
since searches are initiated directly from the client’s 
machine. Examples of client-side search agents are 
Fish Search [2], TkWWW robot [14], and WebCom- 

Fish Search was one of the first client-side search 
agents to  appear on the Web. Embedded in a mod- 
ified version of Mosaic Web browser, Fish Search se- 
quentially retrieves matched documents from a user- 
specified starting page and displays them along with 
their relevance score. TkWWW robot is dispatched 
from the TkWWW browser to  aid the user in intel- 
ligent browsing. Users could program the TkWWW 
robot via TkWWW Tcl extensions to  retrieve doc- 
uments matching user-supplied keywords, construct 
Web index, or collect specific data types. WebCom- 
pass, on the other hand, is a client application that 
searches and indexes topics specified by the user by 
accessing multiple search engines. Webcompass agent 
keeps the customized indices up-to-date by querying 
the search engines periodically in the background. 

Unfortunately, there are several drawbacks to  
client-side search agents [9]. 

pass [12]. 

1. 

2. 

3. 

4. 

Client-side searches could cause considerable 
overhead on several servers in a far shorter time 
than a manual retrieval by the user, even servers 
that do not provide the specific information in 
question. 

Problems will arise when the search engines 
change their query syntax, program location, or 
even their URL addresses, making the queries 
sent by the agents obsolete, and not all users will 
realize this misbehavior. 

Since Lhe agent is serving a single user, indices or 
cache generated from the retrieval process cannot 
be shared with others. 

A carelessly programmed filtering module by the 
user could create havoc on the network and in- 
crease load on the servers by failing to  recognize 
infinite loops created from dynamic documents 
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or by revisiting the same document over and over 
again. 

Problems exhibited by both the server and client- 
side search agents have prompted Eichmann [5] to  
write up a code of “Agent Ethics,” for authors of vari- 
ous search agents to adhere. The guidelines suggested 
for server-side agents are identity, openness, moder- 
ation, respect to other servers, and authority. For 
client-side agents, they are identity, moderation, ap- 
propriateness, and vigilance. 

3 A Client-Oriented Distribution Ar- 

In this section, we propose a new architecture, called 
the client-oriented distribution architecture, for oper- 
ating search agents on the Web. As we will see in the 
following sections, the client-oriented distribution ar- 
chitecture as applied to Web search agent systems has 
significant advantages over the traditional methods of 
operating a single server-side search agent. 

The client-oriented distribution architecture pro- 
vides a framework for building agent systems that al- 
lows dynamic distribution of search requests submit- 
ted by the clients among multiply replicated agents 
dispersed over the Web. Distribution of search re- 
quests minimizes network consumption and reduces 
the system load as compared with a single centralized 
agent system. There are two types of agents that op- 
erate in the architecture: broker agent and task agent. 
The broker agent acts as an intermediary between 
clients and task agents. The task agent is an agent 
that provides some useful service to  the client. It is 
the service of the task agent the client is interested in. 
The job of the broker agent is then to introduce the 
most appropriate task agent to  each connecting client. 

3.1 The Method 
Below is a high-level procedure on how a client estab- 
lishes a service transaction with a Web agent employ- 
ing the client-oriented distribution architecture: 

chitecture 

1. In order to initiate a service transaction, the client 
must first request a query form from the broker 
agent. This is the same as how other Web-based 
transactions initially start off. 

2. The broker agent responds with a dynamically 
created query form that lists the URL address of 
a specific task agent. The task agent is selected 
according to  factors such as the client’s location, 
the network and server load of each participating 
task agent, and so forth. 

‘. 
-. 

Figure 1: Client requests a query form (dotted line) and 
submits the filled out form to the nearest task agent, 
which in turn submits it to multiple search engines. 

3. Upon receiving the form, the client fills it out 
with keywords and other appropriate parameters 
and submits it. Unlike conventional server-side 
agent systems, however, this query is not submit- 
ted back to  the server (in this case, the broker 
agent) that provided the query form. It is in- 
stead submitted to the task agent as specified on 
the form. Figure 1 shows a client submitting to  
the nearest task agent as chosen by the broker 
agent. 

4. The task agent receives the filled-out query form 
from the client and processes it. In the case of 
a search agent, it contacts a number of remote 
databases. 

5. When the task agent is completed with its job, 
the result is sent back to  the client. 

6. If the result is satisfactory, the service transaction 
is completed. If not, the client could change the 
keywords or parameters and resubmit the form for 
further refinement of the query, and the process 
repeats from step 4. Note that in such cases, suc- 
cessive transactions take place between the client 
and the assigned task agent, since the broker is 
out of the picture after step 2. 
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3.2 Advantages of Client-Oriented Distri- 

By providing an architecture for intelligently dis- 
tributing the clients’ queries to the most appropriate 
task agent, the Web search agent system employing 
the client-oriented distribution architecture has the 
following advantages: 

bution Architecture 

Network consumption in the immediate proximity 
of the server running the agent is reduced. This 
is achieved by two ways: through distribution of 
client’s request and through localization of net- 
work traffic. 

0 Separation of the task agent f rom the broker agent 
increases the scalability of the overall system. In 
conventional server-side search agent systems, the 
only way to  handle more in-coming requests is 
to either upgrade the machine to  a faster one or 
have a faster network connection so access to  re- 
mote databases could be completed more quickly. 
The client-oriented distribution architecture, on 
the other hand, allows easier and cost-effective 
upgrade path. Just adding more task agents to 
already existing machines is all that is necessary. 

e T h e  response t ime  f r o m  the search agent is short- 
ened. In the ideal case, the broker agent would 
assign each connecting client to  a task agent that 
is most closely located to  the client. On the Web, 
client-oriented assignment of task agents reduces 
the transfer time of the search results and, as we 
will see in the next section, any images that are 
present in the query forms. 

1 

e Client-oriented assignment of task agents avoids 
skewing the logs o n  the remote databases. This is 
because a given task agent acts as a proxy for the 
subnet it is responsible of. Also, in the next sec- 
tion, we show how our running implementation of 
the client-oriented search agent passes the client’s 
address to the remote databases in order to avoid 
skewing their logs. 

0 The reliability and availability of the overall sys- 
t e m  increases. Having multiple copies of the task 
agents greatly increases the overall reliability and 
availability of the system since any one unavail- 
able task agent would not bring down the entire 
system. There will be other task agents ready 
to  handle the client’s query. When one of the 
machines running the task agent needs a mainte- 
nance job or is unavailable for some other reason, 
the agent system as a whole do not need to be 

brought down as well. The task agent that is un- 
available just needs to  be temporarily marked as 
unavailable. 

0 Agents  do no t  have t o  be transported. Compared 
with mobile agents, such as those using General 
Magic’s Telescript Agents [7], the actual code of 
the agent does not have to  be transported to a 
machine located close to  the client every time a 
client wants to  access its service. All that has to  
be done by the broker agent is to pass the address, 
not the code, of the task agent. 

3.3 The Implementation 
We have developed a client-oriented Web search agent, 
called Ms. DaChanni ,  that queries and gathers infor- 
mation from multiple search engines distributed over 
the Web. It makes use of the client-oriented distri- 
bution architecture to  alleviate the deficiencies asso- 
ciated with conventional centralized server-side search 
agents. The principal design goal of our client-oriented 
Web search agent is to assist the user in locating in- 
formation resources available on the Web while mini- 
mizing network usage and load on the server running 
the agent. 

In our implementation, the agent running on 
Ms. DaChanni’s home page3 acts as the broker agent. 
This is the agent that provides the customized query 
interfaces to  every connecting clients. A task agent 
that is located closer to  the user is given preference 
over other agents in order to reduce the network 
traversal of the messages and minimize average re- 
sponse time from the agent. We could predict the net- 
work traffic along with server load during a particular 
time of the day from past access patterns. In order 
to  reduce the number of search engines to  contact si- 
multaneously, the search engines are selected based on 
the keyword and the information domain selected by 
the user. Log skewing on remote sites are minimized 
by clustering the clients according to their locations. 
In addition, we provide a mechanism for passing the 
client’s address to the search engines in order to  com- 
pletely abolish the log skewing problem. Successful 
query results obtained from the remote databases are 
cached on the local machine in order to avoid perform- 
ing the same query to the same search engines when 
some of the queries could not be completed within 
the time-frame set by the user. Caching the search 
results has the added benefit of offering quicker re- 
sponse time since the dominant factor in the speed 
of Web search agents comes from the communication 

3ht tp:  / / z e c  . kaist . ac .kr/dachanni/search. cgi 
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costs associated with accessing the remote search en- 
gines. Ms. DaChanni can, if need be, route queries 
via proxy servers in order to increase the reliability 
of the system during partial network failure and to 
also avoid possible network saturation on foreign links 
during busy hours. 

Broker Agent 
The broker agent is where all the clients initially con- 
nect to in order to begin a search transaction. Its main 
function is to provide a customized query form to the 
client with the address of the task agent to contact. 
Once the client receives the form, any further transac- 
tions, including searches, occur between the client and 
the task agent. Figure 2 shows a sample query form 
obtained from the broker agent. 

r w i  
Copyrighi @ 19% m i  
XTML by &&&k#.@ 

Figure 2: Query interface form of Ms. DaChanni 

In our implementation, there are three task agents 
to select from. Ideally, the broker agent should select a 
task agent that is beneficial to both the client and the 
agent system as a whole. We have implemented the 
broker agent to select the task agent accordinp to the 
client’s location. That is, if there exists a ta, . agent 
for a given subnet (the subnet the client belcjngs to), 
then that task agent is selected for the client. Other- 
wise, the tasl Agent is selected randomly from a pool 

of available task agents. This is a quick and simple 
way of balancing the overall load of the participating 
task agents. We are studying ways to ensure load bal- 
ancing among remotely located task agents and handle 
situations such as partial network or server failure that 
may occur at any one of the task agents. 

Each distributed task agent has its own unique 
URL address that identifies itself. It consists of 
the name “search.cgi” and the name of the ma- 
chine it resides on. A task agent that resides on a 
host named “selab. k a i s t  . ac . kr” under the direc- 
tory “dachami” is represented by the following URL 
address: 

http://selab.kaist.ac.kr/dachanni/search.cgi 

Once the task agent is selected, its URL address is 
passed on the query form, mch that when the user sub- 
mits the query, it would be sent to the task agent in- 
stead of the broker agent. A simple method to achieve 
this action is by using an IITML “form” tag with “ac- 
tion” field set to the address of the task agent. A 
better approach is to use the “base” tag, however. 
The base tag allows every anchors or hypertext links 
referenced within the HTlUL page to be based from 
the URL address specified in the base tag. Even im- 
ages that appear on the query page are retrieved from 
the task agent. Indeed, this is the approach used 
by our broker agent to force the clients to download 
Ms. DaChanni’s logo from the assigned task agent. 

Task Agent 
The task agent is the agent which queries multiple 
search engines on behalf of the user. Currently, it 
could handle a total of 14 search engines: 4 for han- 
dling English keywords, 4 for Korean keywords, and 
6 for Korean newspaper articles. Internally, the task 
agent consists of three subagents. They are dispatch 
agent,  communication agent,  and display agent. Fig- 
ure 3 shows the internal structure of the task agent. 

Dispatch Agent 

The dispatch agent is responsible for parsing the user’s 
query and translating it to the appropriate syntax 
used by each search engine. First, it looks to see if 
the user is searching for Web documents or newspaper 
articles. If the user is searching for Web documents, 
then the dispatch agent inspects the keywords and see 
if they are written in Korean or English. We detect 
this by looking at any Base64 [l] encoded Korean char- 
acters in the QUERY STRING environment variable sub- 
mitted by the client’s Web’ browser. If the keyword 
is written in Korean, then the dispatch agent selects 
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Figure 3: Internal structure of the task agent. 

search engines that support Korean searches. If not, 
then the dispatch agent selects the search engines that 
support English searches. If, on the other hand, the 
user is interested in newspaper articles, then the dis- 
patch agent selects the six newspaper sites. This way, 
the number of search engines to  contact simultane- 
ously could be reduced. 

Once the search engines are selected, the dispatch 
agent checks to see if any of the search results for 
the particular keyword and search engine are avail- 
able from the local cache. If a particular result from 
a certain search engine is available, then that search 
engine is removed from the list of search engines to 
contact. 

Finally, the dispatch agent translates the original 
query submitted by the user into a form suitable for 
each of the remaining search engines on the list. When 
the queries are generated, the list is passed on to  the 
communication agent. 

Communication Agent 

The job of the communication agent is t o  submit the 
queries generated by the dispatch agent to  the selected 
search engines and retrieve their results. Accessing 
remote search engines is where most of the time is 
spent on a typical search agent system. To speed up 
the process, our communication agent makes heavy 
use of multithreading in order to  exploit the potential 

parallelism available in accessing multiple distributed 
databases. That is, the submissions of the queries 
to  the selected search engines occur in a concurrent 
manner, as well as their respective retrieval processes. 
The communication agent is implemented using IEEE 
POSIX 1003.1~ Threads [ll]. Also, to  prevent a slow 
search engine from tying up the communication agent, 
there is a user-configurable expiration time (from 30 
seconds to  3 minutes). This comes in handy for cases 
where three of the four queries arrive within 30 seconds 
but one does not. 

To avoid skewing the logs on the remote search en- 
gines, the communication agent passes the address of 
the client’s machine during the query process. The 
information is passed in the HTTP’s “Client” field. 
Figure 4 shows a sample HTTP GET session of our 
communication agent. Using this method, the server 
could extract the address of the client who is respon- 
sible for the query from the environmental variable, 
HTTP CLIENT. 

Another feature our communication agent has is 
the ability to  query via a proxy server. The network 
connection within Korea is less than perfect. There 
are times when it is much faster to access the search 
engines through a proxy server that is not located in 
the default routing path. Also, we have experienced 
partial network failures where the queries could still 
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GET /cgi-bin/search?query=multimedia HTTP/I.O 
User-agent: DaChannU2.15 
From: hseung0selab.kaist.ac.kr 
Clien t :  cheese.waist.ac.kr 
. . .  

Figure 4: Sample HTTP GET session with the “Client:” 
field set to the client’s address. 

be made through a different proxy server. 

Display Agent 

The display agent processes the query results retrieved 
by the communication agent in order to convert them 
into a uniform format. Many search engines display 
their results in their own unique way. Fortunately, 
however, there exists some regularities among the out- 
put generated by different search engines [3]. Our 
display agent takes this advantage of the regularities 
present among various result formats produced by the 
search engines to transform them into a single coher- 
ent structure. Currently, it extracts the title and the 
URL and presents them to the user. This way, the 
users would not have to deal with different layouts 
and formats used by each search engine. Also, suc- 
cessfully retrieved results are stored in the local cache 
so resubmission of queries can be avoided and vari- 
ous sorting options can be conducted locally without 
making additional network retrievals. 

To increase the general reliability of the system and 
to guide the users in obtaining a complete report, the 
display agent reports informative error messages and 
suggests possible actions to  take, such as increasing 
the search time (i. e. timeout value) or forcing the 
communication agent to  query via a proxy server. Fu- 
ture versions would suggest possible actions to  take by 
redisplaying the query interface that reflects the search 
parameters that would help complete the search pro- 
cess successfully. 

4 Evaluation 
In this section, we present various statistics and mea- 
surements obtained from Ms. DaChanni. It is our goal 
to  show that client-oriented distribution architecture 
as applied to the Web search agent indeed help to 
solve the problems that are present among conven- 
tional search agents. 

4.1 Running Environment 
The three task agents participating in our system and 
their respective running environment are shown in Ta- 

ble l. 

4.2 Client-Oriented Distribution 
In this section, we first show the actual distribution of 
the queries in our system utilizing the client-oriented 
distribution architecture for a period of four weeks. 
Following that, the percentage of the clients that bene- 
fited from the client-oriented distribution during those 
period is presented. We also demonstrate the advan- 
tage of client-oriented distribution by showing how 
fast the query forms could be retrieved by clients who 
have a dedicated task agent for their subnet. 

We have logged the queries submitted by the users 
on the Internet. Figure 5 shows the number of queries 
processed per week by the three participating task 
agents. It covers the period of four weeks, starting 
from April 26 and ending in May 23, 1996. The line 
at the top represents the total number of queries pro- 
cessed by our system for thLat week. The three lines at 
the bottom represent the number of queries processed 
by each task agent. 

As you can see, the queries are evenly distributed 
among the three agents. ‘The slight drop in Week 4 
for Agents occurred because the system running that 
task agent had to  be brought down for maintenance 
purpose for two days. However, Agentl, which is 
only available when there is no available task agent 
in the subnet of the connecting client, should have 
a lower number than the other two. The problem is 
attributed to  two reasons: first, some of the popular 
meta-search sites within Korea have started including 
Ms. DaChanni’s query form in their All-In-One search 
page. Users who query through these forms submit 
their query directly to  the broker agent and hence 
cannot take advantage of the distribution mechanism 
offered by Ms. DaChanni. The other reason is that 
once such user query through these search pages, they 
are bound to  Agent1 for the duration of their search 
transactions. We could have removed such skewing by 
not bounding the client to  the same task agent after 
each query, but that seemed like an overkill, for the 
majority of the users who access our system query via 
authentic forms obtained from the broker agent. Not 
only that, assigning each cliient to a single task agent 
has the added benefit of increasing the cache hits, as 
we will see at the end of this section. 

Currently, clients who are located within the same 
network as Agent:! and Agents benefit from our client- 
oriented distribution architecture. The percentages of 
the queries that were submitted by those clients are 
11.6% and 18.5% for Agent2 and Agent, respectively. 
The reason the percentage for Agent3 is higher than 
that of Agent2 is attributed to the fact that Agents 
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Agent14 
Agent2 
Agents6 

I Broker / Task I None 

1 Task .dacom.co.kr 
.kaist .ac.kr 

Table 1: The list of task agents and their running environment. 

Linux 2.0 
Solaris 2.4 
Solaris 2.5 

Pentium 120 MHz, 32 MB RAM 
SuperSPARC 60MHz, 64 MB RAM 
UltraSPARC 167 MHz, 260 MB RAM 

8000 I I I I 

7000 
7500 1 i Total Queries + 

Agent1 
Agent2 -0.-  
Agent3 -x 

6500 - 
6000 - 
5500 - 
5000 - 
4500 - 

3500 - 
3000 - 
2500 - 
2000 - 

1000 - 
500 - 

6500 

6000 

5500 

5000 

4500 

4000 

3500 

3000 1 

0 I I 

1 2 3 4 
Weeks 

Figure 5: Number of queries processed per week (April 26 to  May 23, 1996) 

is operating on a major Internet service provider in 
Korea with many users accessing the Web, as com- 
pared to  Agent2 which is located on an academic 
network. Furthermore, to  achieve higher number of 
client-oriented assignment of task agents, more task 
agents must be deployed and distributed on the Web. 

To test how fast query forms can be transferred us- 
ing the client-oriented distribution approach, we used 
the tcpdump packet tracer for measuring the retrieval 
times of the query form (see Figure 2) using the con- 
ventional approach and the client-oriented distribu- 
tion approach. For the measurement, we configured 
Agent3 to act as the broker agent. Agent3 is reach- 
able through a T1 connection from the client machine, 
which is located in the .kaist.ac.kr subnet. Hence, the 
task agent that was assigned to  the client was Agent2 
located within the .kaist.ac.kr subnet. The query form 

consists of a 2608 bytes text file, and two images files 
that are 2458 bytes and 2638 bytes respectively, bring- 
ing the total size of the query form to 7704 bytes. The 
client program that was used to  initiate the request 
was a Netscape Navigator Version 3.0b4 running on a 
Pentium 120 MHz Linux system. The Netscape client 
was configured to the default values of 4 simultane- 
ous network connections and 64 KBytes of network 
buffer. Disk caching was disabled, and memory cache 
was erased after each request. Table 2 shows the result 
of the measurement for ten trials. 

In our environment, the speedup gained from uti- 
lizing the client-oriented distribution architecture was 
about 2.19 times the conventional approach. Note 
that actual speedup may vary depending on the net- 
work condition between the client and the broker 
agent, and that between the client and the task agent 
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5 
6 
7 
8 
9 

Speedup = ;::: M 2.19 

3.28 1 1.32 
3.13 1.48 
3.03 1.32 
2.83 1.33 
3.05 1.39 

Table 2: Query form transfer times. 

that is assigned to  it 

4.3 Communication Benchmarks 
We present performance benchmark of the communi- 
cation agent along with query response times from the 
search engines Ms. DaChanni accesses. 

The execution speed of Ms. DaChanni fluctuates 
greatly according to the amount of time that is spent 
by the communication agent in accessing the remote 
search engines. On the other hand, the time spent by 
the dispatch and display agents are relatively small 
and constant compared with the time spent by the 
communication agent. The average processing time 
consumed by the dispatch and display agents totals 
0.51 seconds7 for four search engines, as in the case of 
English and Korean Web searches, and 0.73 seconds 
for six search engines, as in the case of newspaper 
searches. The average query response times of the six 
search engines and the communication agent is shown 
in Figure 6 according to the time of the day. 

As can be seen from the graph, the query response 
times fluctuate greatly throughout the day. The hori- 
zontal line present on the graph is the default timeout 
value of 30 seconds. It will give you the idea on the 
number of partial retrievals made by the communi- 
cation agent. A number of factors affects the query 
response times of various search engines. They could 
be a combination of the network load between the task 
agent and search engines, or the server load on the re- 
mote search engine or task agent. 

4.4 The Need for Cache 
Ordinarily, queries submitted to search engines have 
very low probability of being overlapped. Selberg and 

7Measured on Agent1 . 

Figure 6: Average query response times of the six search 
engines supporting Korean news wires and the commu- 
nication agent throughout the day. 

Etzioni [13] report that the combined top ten queries 
amount to  only 3.37% of the total queries and that 
46.67% of the queries were unique. Query statistics 
published by numerous search engines confirm their 
finding. However, we have found that in our system, 
a high number of queries were overlapped. Figure 7 
show the average number of queries processed per hour 
by Agents. 

The dotted line represents the number of queries 
that were redundant within that particular hour. This 
is attributed to  the fact that, because the network 
condition within Korea is not as fast as those in other 
well-connected countries, such as the United States, 
our communication agent failed to  receive all the query 
responses within the time-frame set by the user (the 
default on Ms. DaChanni is 30 seconds). As shown 
in Figure 6 ,  the default timeout value for our agent is 
insufficient for retrieving all the responses when a lot 
of people are using the network. Consequently, un- 
successful queries have forced the users to resubmit 
the same query either with a longer timeout value or 
through a different proxy server. Caching successful 
search results will avoid performing costly network re- 
trievals during retries. 
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Figure 7: Average number of queries processed per hour 
by Agents throughout the day. 

5 Conclusions 
We have presented the client-oriented distribution ar- 
chitecture for Web search agents. The architecture 
provides a platform for building scalable agent systems 
that reduce network consumption and server load on 
the server running the agent through the introduc- 
tion of broker and task agents. Having a broker agent 
allows intelligent distribution of task agents to  each 
connecting client. 

Our Web search agent, Ms. DaChanni, reduces the 
transfer times of query forms and search results by as- 
signing either a closely located task agent to  the con- 
necting client or from a pool of available task agents. 
To remove the log skewing problem, Ms. DaChanni 
passes the client’s address to the remote search en- 
gines. The reliability of the system during partial 
network failures is enhanced by the ability to  route 
queries via different proxy servers. Ms. DaChanni also 
reduces the network resources by selective querying. 
Selective querying is achieved by generating search 
plans based on the language used in the keywords, in- 
formation domain selected by the user, and querying 
only those services that are not in the cache. 
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