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ABSTRACT The training of deep neural networks heavily depends on the data distribution. In particular,
these networks easily suffer from class imbalance. The trained networks would recognize the frequent classes
better than the infrequent classes. To resolve this problem, existing approaches typically propose novel loss
functions to obtain better feature embedding. In this paper, we argue that drawing a better decision boundary
is as important as learning better features. Based on our observations, we investigate how the class imbalance
affects the decision boundary and deteriorates the performance. We also investigate the feature-distributional
discrepancy between training and test time. Accordingly, we propose a novel, yet simple method for class
imbalanced learning. Despite its simplicity, our method exhibits outstanding performance. Specifically,
the experimental results show that we can significantly improve a network by scaling the weight vectors,
even without additional training processes.

INDEX TERMS Class imbalanced learning, convolutional neural network, data imbalance, deep learning,
robustness, weight normalization.

I. INTRODUCTION
Data is imbalanced in nature. We frequently encounter every-
day information, while we rarely face singular information.
Despite this imbalance, humans do not experience any trouble
in learning and recognizing things. Moreover, we often learn
from rare, but intense experiences. However, when it comes to
the domain of machine learning, this data imbalance becomes
a critical issue. It deteriorates the performance of the trained
machines. Specifically, in deep neural networks (DNN),
imbalanced data distribution is critical as these networks learn
directly from the data distribution. To this end, many of
the widely used public datasets provide well-balanced class
distribution. In other words, their collectors have discarded a
large amount of data from frequent classes to adjust the class
balance. It is clearly wasteful and redundant in terms of both
information and human effort.

The optimal scenario is certainly to train a machine using
all kind of data that we have access to. However, the disparity
between samples often induces a disparity between the accu-
racy of classes. Features are often biased toward frequently
appearing classes, and hence, the less frequent classes have
poor feature representation. Consequently, a trained machine
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recognizes frequent classes, whereas it performs poorly with
infrequent classes. Understanding how such a phenomenon
is developed in class imbalanced learning could provide a
novel viewpoint to mitigate the problem of the imbalanced
performance. In this work, we provide an in-depth analysis
based on observation and propose a simple yet powerful
method for class imbalanced learning.

One important observation is that minimizing the empirical
loss while using a conventional training framework results
in decision boundaries that allocate a larger volume of the
feature space to more frequent classes. This suggests that
the decision boundary is biased toward less frequent classes.
Furthermore, we show that the bias in the decision boundary
is closely related to the norm of each weight vector. Low
sample frequency reduces the norm of the weight vector
and leads to a disadvantageous decision boundary. Therefore,
we propose theWeight Vector Normalization (WVN)method
to draw the decision boundary at the middle of the weight
vectors. The decision boundary at the middle implies that
the network is treating all classes fairly, independent of the
sample frequency.

Another motivational observation is related to how the
features of each class are distributed. If a network is trained
for recognition, the features of each class form a cluster in
the feature space. In the image space, the size of each cluster
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follows the sample frequency; more samples form a larger
cluster. However, we have observed that the more frequent
classes rather form smaller clusters in the feature space; more
samples induce a higher density. This size reversal of clusters
is due to the disparity of generalization. A trained neural
network is more generalized for frequent classes, whereas it is
over-fitted for infrequent classes. This suggests that a larger
margin is required for less frequent classes. To resolve this
problem, we propose a weight re-scaling method (RS). Once
the network is done training, we adjust the decision boundary
depending on the sample frequency. Despite the simplicity of
the proposed method, it shows outstanding performance by
considering the sample frequency in the loop. Interestingly,
we achieved better performance than the existing methods
without using any additional training process. This suggests
that we can obtain a feature extractor of fine quality by
minimizing empirical loss and that the problems with class
imbalanced learning mainly depend on how the appropriate
decision boundary is drawn.

Our main contributions can be summarized as follows:
Firstly, we present an in-depth analysis of class imbal-
anced learning, in terms of the norm of the weight vec-
tor. Our analysis shows an obvious correlation between the
norm and sample frequency. Secondly, we show that we
can adjust the decision boundary by controlling the norm
of the weight vector. Another observation of ours shows
positive correlation between the sample frequency and gen-
eralization. Inspired by this observation, we propose a novel
method that shows outstanding performance. The proposed
method takes account of class cardinality to adjust the deci-
sion boundary. Lastly, we experimentally show that the fea-
tures from our baseline network are already of fine quality;
hence, we can achieve better performance than the existing
methods, with a delicately drawn decision boundary. The
cardinality-based method for decision boundary adjustment
successfully improves the overall performance, even without
using the additional training process. It implies that how the
decision boundary is drawn is as important problem as how
the feature representation is trained.

II. RELATED WORKS
The vast majority of existing algorithms used to resolve
the data imbalance problem can be categorized as either
re-sampling or re-weighting. The data re-sampling approach
is intuitively straight forward and relatively simple: ‘‘Since
we have an imbalanced number of data for each class,
duplicate or discard what we already have.’’ Properly
over-sampled [1]–[6], or under-sampled [7]–[13] data make
a model perform better. However, both over-sampling and
under-sampling approach have notable weaknesses. The
over-sampling method causes a model to become over-fitted
to the duplicated samples. To minimize the over-fitting prob-
lem, SMOTE [1] and its variants [2]–[5] have been pro-
posed to generate samples of infrequent classes. The recently
proposed generative adversarial networks [14]–[16] can also

resolve this problem. However, it is difficult to overcome the
fundamental deficiency in data samples.

In contrast, the under-sampling strategy is preferable pro-
vided that sufficient samples are accessible. In [13], authors
proposed an under-sampling strategy based on clustering.
Zhang and Mani [11] studied the effect of under-sampling
on the kNN algorithm. However, if the data are not suffi-
cient, the under-sampling approach easily deteriorates the
overall performance. The under-sampling strategy is partic-
ularly inefficient if the minority classes have few samples
and suffers from severe data deficiency. It can easily worsen
the data deficiency by discarding valuable samples. For this
reason, the over-sampling strategy is preferred to under-
sampling. This preference becomes clearer with algorithms
based on deep neural networks. As Sun et al. described
in [17], the performance of neural networks logarithmically
increases based on the volume of training data. This implies
that discarding samples is critical in terms of overall per-
formance. In [10], the authors pointed out that the natural
distribution is also a valuable information, and thus we need
to fully exploit the data. As a compromise between the over-
and under-sampling strategy, Lee et al. [10] proposed using
the over-sampling strategy to fine-tune the resultant model of
the under-sampling strategy.

The re-weighting approach is also considered a cost-
sensitive approach. The underlying concept of a cost-
sensitive approach for class imbalanced learning is to
treat different predictions differently. In [18], the authors
researched weighting methods for the binary classification
task. Similarly, a cost-sensitive SVM for highly imbalanced
datasets was proposed in [19]–[21]. To obtain a better-
performing model, the ensemble method was adopted to both
cost-sensitive [22], and sampling approaches [23], [24].

Following the explosive development of CNN-based mod-
els, deep learning-based algorithms that resolve the class
imbalance problem have been proposed. Under excessive
class imbalance, re-weighting the classification loss due to
the inverse of the sample frequency can make a network
diverge during training. To this end, Cui et al. proposed
the concept of effective number of samples to re-balance
the classification loss [25]. The effective number is defined
as an expected volume of samples. They claimed that the
volume of samples does not linearly increases. With math-
ematical formulation of the effective number, they proposed
to re-weight the classification loss due to the inverse of the
effective number. In advance of [25], Lin et al. proposed focal
loss [26], which weights the classification loss depending on
the prediction results. They down-weight the contribution of
correctly predicted samples. Consequently, focal loss helps
the network to focus on poorly predicted samples and not
become over-fitted to the well-predicted samples. Cao et al.
proposed label-distribution-aware margin loss [27] which
aims to generalize the minority class better, by considering
the label distribution in the loop. They encourage theminority
classes to have larger margins. Khan et al. proposed a novel
loss function by estimating the uncertainty of each class [28].

VOLUME 8, 2020 81675



B. Kim, J. Kim: Adjusting Decision Boundary for Class Imbalanced Learning

In [29], [30], the authors also proposed another form of loss
to train the neural networks by sampling neighbors. There are
also another line of research tackling the imbalanced problem
in the meta-learning framework [31]–[34].

The research about low-shot learning is also suffering from
the data deficiency and imbalance [35]–[43]. Whether they
learn low-shot classes simultaneously [36] or incrementally
[35], [37], [38], networks are trained using majority classes
with sufficientlymany training samples, and then correspond-
ing weights for low-shot classes using small number of sam-
ples are determined. As an extreme case of data deficiency,
studies about open set recognition attempt to detect samples
from unseen categories [44]–[47].

As enumerated above, deep learning-based methods
mainly focus on studying a novel loss function for class
imbalanced learning. Unlike these researches, our work
involves neither re-sampling nor re-weighting. Starting from
the observations, we propose WVN method to directly reg-
ulates the neural networks. With normalized weight vectors,
we can obtain the decision boundary drawn at the middle.
Then, we redeem the generalization of each class by re-
scaling(RS) the vectors. Similar to [27], we analyze the class
imbalance problem in terms of generalization. We compare
the generalization for each class and use the analysis as
a prior information to adjust the decision boundary. Since
the RS method does not require further training process,
we can determine the hyper-parameter effortlessly.Moreover,
it is compatible with networks trained by empirical loss
minimization. The details of the method are presented in the
following section with a thorough justification.

III. METHOD
Before describing the method, we define the notations
and overall framework. If it is not specifically mentioned,
the notations that appear in this paper refer to the following.

A. PRELIMINARIES
Suppose that we have training dataset D = {(xi, yi)}Ni=1 of N
image-label pairs, where the label space is {1, . . . ,K }; it is a
classification problem with K classes. Since our target task
is class imbalanced learning, we further segment the dataset
as D =

⋃K
j=1Dj, where Dj is a subset of the whole dataset,

which consists of samples from class j. Then, we define nj
as the number of samples in Dj. Without loss of generality,
we can set n1 ≥ . . . ≥ nK . Following prior research [25],
we define the imbalance ratio of the dataset as n1/nK . For
analysis and validation, we have exploited two types of imbal-
ance [25]: long-tailed and step. Fig.1 illustrates the number
of samples depending on the imbalance type. In long-tailed
imbalance, the number of samples decreases exponentially.
In step imbalance, half of the entire classes are the majority
classes that have the same number of samples. The remaining
half classes are the minority classes, which have the same
number of samples but are fewer.

We employ a general framework for training. We first
feed an input image x into a feature extraction network f (·).

FIGURE 1. Number of training samples of each class in CIFAR-10 dataset
with different imbalance ratio and types.

It outputs a feature vector, f (x) ∈ Rd . Then, a classifier,
which consists of single fully connected layer, outputs a logit
vector, l(x) ∈ RK , by calculating the inner-product between
f (x) and the learnable parameter, W ∈ Rd×K . We can write
W in a vector form as W = [w1, . . . ,wK ], where wj ∈ Rd is
a weight vector for class j. The operation of the classifier can
be written as follows:

l(x) = W T f (x) = [wT1 f (x); . . . ;w
T
K f (x)]. (1)

Note that we are considering a linear classifier. Then,
we apply softmax operation to convert l(x) into a vector of
probabilities, p(x). Each element of p(x) represents the prob-
ability of input x belonging the corresponding class. Once
we get p(x), we compute the cross-entropy loss between the
one-hot encoded ground truth label and p(x), so that we can
calculate the gradients for the learnable parameters of whole
network using the back-propagation method.

In the classifier in Eq.(1), we did not use the additive offset
term because it is not concordant with our intention. Assume
that a network with offset has b1 > b2. This means that every
sample is more likely to be categorized into class 1, regardless
of its contents. It is a prior information derived from the dis-
tributional imbalance, since high sample frequency induces
larger norm and offset alike. This is the last knowledge we
want our model to learn.

The described framework trains the neural network bymin-
imizing the empirical loss. Given a dataset, D, the empirical
loss can be formulated as follows:

L(D) =
1
|D|

∑
x∈D

`(y, x), (2)

where |D| denotes the size of the dataset, and `(·, ·) denotes
the cross entropy loss between the label and p(x). Consider-
ing D to be a union of Dj, we can rewrite the empirical loss
as the weighted summation of the class-wise empirical loss
as follows:

L(D) =
K∑
j=1

nj
N
L(Dj). (3)

From Eq.(3), it can be seen that minimizing L(D) is highly
likely to result in L(D1) ≤ L(D2) ≤ . . . ≤ L(DK ), if the

81676 VOLUME 8, 2020



B. Kim, J. Kim: Adjusting Decision Boundary for Class Imbalanced Learning

FIGURE 2. How the norm changes during the training process. Note that
class 1 is the most frequent class, while class 9 is the least frequent class
in the figure. Early in the training, the norms do not show any correlation
with the sample frequency. However, in the later stage, the norm of each
class becomes aligned with the sample frequency.

number of samples for each class is highly imbalanced. The
asymmetrically optimized class-wise empirical loss is likely
to result in a decision boundary that is biased toward less
frequent classes [28]. We consent to the analysis of [28];
however, we focus more on the norm of each weight vector,
unlike the authors who focused on the directions.

B. NORM AND DECISION BOUNDARY
We start with an observation on the tendency of the norm
of each weight vector. Fig.2 shows how the norm of each
weight vector changes over the training process. Early in
the training, the norms do not show a clear correlation with
the sample frequency, as they are suffering even for the
training data. Notably, the norms of every weight vector are
increasing. During the later stage of the training, the graph
of the norms become disentangled, presenting an apparent
correlation. Considering that class 1 is the most frequent
class, Fig.2 suggests that higher sample frequency induces
larger norm of weight vector.

For further analysis, we define a relative norm of wi as
follows:

relative_norm(wi) =
||wi||2

max1≤j≤K ||wj||2
. (4)

Fig.3 illustrates the relative norms of the weight vectors in
the network trained with long-tailed CIFAR-10 [49] dataset.
The norms are relatively uniform, if the training data is
well-balanced (Imb 1). As ||wk ||2 can be interpreted as a
multiplicative bias, the fluctuation presents a natural varia-
tion in the bias. However, when the training data contains
an imbalance, ||w1||2 has the largest value while ||wK ||2
has the smallest value. In the same manner, Fig.4 illus-
trates the relative norms of weight vectors trained with
TinyImagenet [48] dataset with step imbalance. Since the
dataset contains 200 classes, we randomly selected 20 classes
from both frequent and infrequent classes for visual brevity.
Fig.3 and Fig.4 present the evident correlation between the
norm and the sample frequency. With a more imbalanced
sample frequency, the weight vectors of the classifier are
more imbalanced in terms of the norm. These observations

FIGURE 3. Relative norm of the weight vectors depending on the
imbalance ratio. Except for the case of Imb1, the weight vector for the
most frequent class has the largest norm, whereas the weight vector for
the least frequent class has the smallest norm. Moreover, if the data are
more imbalanced, larger discrepancies appears in the norm.

FIGURE 4. Relative norm of the weight vectors trained with imbalanced
TinyImagenet [48] dataset. Unlike the trend shown in Fig.3, the norms are
showing the step-shaped pattern. It is similar to the pattern of cardinality
illustrated in Fig.1.

support the suggestion that a high sample frequency causes a
large norm of the weight vector.

We can understand this tendency by investigating the par-
tial derivative of L(Dj) with respect to ||wk ||2. Consider a
sample, x ∈ Dj. Since the k-th element of l(x) can also be
expressed as wTk f (x) = ||wk ||2 ||f (x)||2 cos(θ ), the partial
derivative can be formulated as follows:

∂`(j, x)
∂||wk ||2

=
∂`(j, x)
∂l(x)

∂l(x)
∂||wk ||2

=

{
pk (x)||f (x)||2 cos(θxk ) if k 6= j
(pk (x)− 1)||f (x)||2 cos(θxk ) if k = j,

(5)

where pk (x) denotes the k-th element of p(x), and θxk denotes
the angle between f (x) and wk . Eq.(5) shows that the sign of
∂`(j, x)/∂||wk ||2 is dependent on θxk , since the other terms
always have a fixed sign. Once the network is sufficiently
trained, so that the empirical loss has been sufficiently min-
imized, cos(θxk ) is highly likely to have a positive value if
k = j for all x ∈ Dj. This suggests that ∂L(Dj)/∂||wj||2 has a
negative value, so ||wj||2 should be increased by minimizing
L(Dj). On the other hand, if k 6= j, ∂L(Dj)/∂||wk ||2 can
be either positive or negative depending on the correlation
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between classes j and k . Assuming a highly imbalanced
sample frequency, Eq.(3) and Eq.(5) imply that ||w1|| is likely
to have the largest value among the weight vectors.

The norm of the weight vector and the decision boundary
are closely related. In the feature space, the decision boundary
between class i and j is a set of points that satisfy wTi f (x) =
wTj f (x); we can rewrite this hyperplane as follows:

B(i, j) = {x ∈ Rd
|||wi||2 cos(θxi ) = ||wj||2 cos(θ

x
j )}. (6)

We can omit the norm of feature vector, ||f (x)||2, because it
does not affect the prediction. This implies that the weight
vector of the larger norm would form a wider angle with the
decision boundary.

Fig.5 illustrates how the norm of each weight vector affects
the decision boundary. Although the direction of each weight
vector is fixed, the boundary changes depending on the norm.
If we train the network without any regularization, the weight
vectors are formed as shown in Fig.5 (a); the weight vector
for the more frequent class has a larger norm, so the deci-
sion boundary is biased toward the less frequent class. As
a result, a smaller volume of the feature space is allocated
to the less frequent class. However, Fig.5 (b) shows that the
decision boundary is drawn at the middle of the two weight
vectors as they have similar norms. As illustrated in Fig.3,
well-balanced sample frequency brings about well-balanced
norm. As a result, comparable volumes of feature space are
allocated to each class. To sum up, an imbalanced sample
frequency causes an imbalance in the norm of each weight
vector, and it indicates that there is a discrepancy in the
volume of feature space allocated to each class.

FIGURE 5. Correlation between the decision boundary and the weight
vectors. (a) If two weight vectors have different norms, the decision
boundary is drawn leaning toward the weight vector with the smaller
norm. (b) If they have identical norms, the decision boundary is drawn at
the middle. This figure also shows that we can adjust the decision
boundary by adjusting the norm.

The volume discrepancy is in accordwith the empirical dis-
tribution. As a small number of samples are provided from the
K -th class, the network is trained to allocate a small volume.
Conceptually, this phenomenon is against our desire, since
it implies that the network considers more frequent classes
as more important classes. We want to train the network to
treat all classes as equally important. To this end, we propose
Weight Vector Normalization (WVN), which normalizes the

weight vectors at the end of each training iteration. Then,
the stochastic gradient descent optimizer becomes projective
stochastic gradient descent optimizer. From the perspective
of the prior distribution, WVN is used to force the class
conditional distribution to have the same variance, regardless
of the sample frequency.

C. GENERALIZATION
Another important observation of ours is about generalization
and the size of the feature cluster. Higher sample frequency
implies a bigger cluster in the image space. Even if we
consider the effective number of samples, which is proposed
in [25], the size of the cluster monotonically increases with
the number of provided samples. On the contrary, we have
observed that the size of the cluster is not monotonic in the
feature space, since the feature extraction network is trained
to project all the samples from each class to a corresponding
point. Moreover, owing to the gap of generalization for each
class, the size of the feature cluster monotonically decreases
in the test time with the number of samples.

Consider a neural network trained to minimize empirical
loss. There is a unanimous agreement that more training data
implies better generalization. Intuitively, more training data
represents a higher sampling rate, which is associated with
less uncertainty [28]. The same analysis is applicable to each
class. If the empirical distribution of the training dataset is
imbalanced, the network would provide better generalization
for more frequent classes. It is intuitively straightforward
since the network had seen more diverse data points from
classes with a high sample frequency. Consequently, for fre-
quent classes, the features of the training and test time form
clusters close to each other. On the contrary, if only a few sam-
ples are provided, the over-fitting problem arises. A feature
extraction network projects training samples to the feature
space close to each other, while projecting the test samples
far apart from the training samples. The most representative
method for resolving the over-fitting problem is to reduce
the model capacity. Unfortunately, it is not practical for class
imbalanced scenario, since the reduction of model capacity
will deteriorate the performance of other frequent classes. As
a result, the network is trained to provide poor generalization
for less frequent classes.

Fig.6 presents the cluster size and generalization for each
class. σ -Train and σ -Test denote the size of the feature cluster
of each class during the training and test times, respectively.
To measure the size of each cluster, we project all the fea-
tures to unit ball of the feature space. Then, we calculate
the angular standard deviation of each cluster. Although it is
not precisely monotonic, σ -Train increases with the sample
frequency. Moreover, the size of each cluster becomes satu-
rated if the class has sufficient training samples. It concurs
with the concept of effective number proposed in [25]; the
presence of more samples induces larger clusters. However,
when it comes to the test time, the size of the cluster shows the
opposite tendency; σ -Test suggests that the features from less
frequent classes are more broadly distributed, forming larger
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FIGURE 6. The disparity in generalization depending on the sample
frequency. σ -Train and σ -Test denote the size of the feature cluster for
each class during the training and test times, respectively. Although the
training features are well-clustered, σ -test suggests that the test features
from less frequent classes are more broadly distributed. 6 µ denotes the
angular gap between the centers of the training and test clusters. This
suggests that the decision boundary should lean toward more frequent
classes.

clusters with lower density. This shows that the network is
well-generalized for frequent classes, whereas it is over-fitted
for infrequent classes.

The disparity in generalization is more evident when we
measure the training/test difference of clusters. In Fig.6,
6 µ of each class denotes the angular gap between the centers
of training and test clusters. In other words, it is an angular
distance between mean features of training and test samples.
It shows how far apart the cluster centers are placed during
the training and test times. The gap represents the distinctive
correlation with the sample frequency. In the case of the
least frequent class, C10, the training and test clusters are
nearly 40◦ apart. Since the last layer of the feature extraction
networks is ReLU activation, the maximum angular distance
between two feature vectors is 90◦. Considering this, we can
estimate the significance of the angular gap between training
and test clusters.

Fig.7 qualitatively describes the disparity of generaliza-
tion. It is a t-SNE plot [50] of the most and the least frequent
classes from long-tailed CIFAR-10 with an imbalance ratio
of 100. For brevity, the same number of samples are plotted
from both classes. We can visually verify the disparity in gen-
eralization. For the most frequent class, the test features are

FIGURE 7. T-SNE plot of features from the most and the least frequent
classes during the (a) training and (b) test times. The same number of
samples are plotted from both classes. The distributions of the most
frequent class are identical for the training and test times, but are
considerable different for the least frequent class.

distributed similar to the training features. This implies that
the neural network is well-generalized to the most frequent
class. In contrast, the test features from the least frequent class
are more broadly distributed covering the training feature
distribution. The center of the test cluster is far apart from the
center of the training cluster. Moreover, notably many sam-
ples have invaded into the cluster of the most frequent class.
Although the cluster size in t-SNE plot contains no informa-
tion, Fig.7 confirms that the neural network is over-fitted to
the training samples of the least frequent class.

These observations suggest that the decision boundary
should lean toward classes with a high sample frequency,
thereby allocating a smaller volume. This is the opposite
tendency of what the minimization of empirical loss induces.
A similar analysis appears in [27], [28], where the authors
suggest that we should encourage a bigger margin for minor-
ity classes and propose a novel loss function based on their
suggestions. Since Fig. 5 shows that we can adjust the deci-
sion boundary by controlling the norm of the weight vectors,
we propose to re-scale the weight vectors as follows:

wi← (
n1
ni
)γwi, (7)

where γ is a hyper-parameter. In summary, our overall train-
ing algorithm can be written as follows:

Algorithm 1 Proposed Algorithm

1 Require: dataset D = {xi}Nx=1, γ, learning rate η
2 Initialize f (·; θ ),W
3 while training do
4 Sample mini-batchM from D
5 Compute gradient and update:
6 θ ← θ − η∇θL(M)
7 W ← W − η∇WL(M)
8 Normalize weight vectors: ∀i,wi←

wi
||wi||

9 Re-scale weight vectors: ∀i,wi← ( n1ni )
γwi

Note that if γ = 0, all the weight vectors remain the same,
ablating the re-scaling method. With a larger value of γ ,
we allocate a larger volume of the feature space to infrequent
classes, admitting that our network is poorly generalized for
those classes.

IV. EXPERIMENTS AND ANALYSIS
In this section, we present the experimental results and anal-
ysis. We evaluate our proposed methods on the object classi-
fication task with modified CIFAR [49], Tiny ImageNet [48],
iNaturalist [51], ImageNet-LT and Places-LT [31] datasets.
In the most of our experiments, we use residual network [52]
as our baseline architecture. The proposed weight vector
normalization is denoted as WVN, and the re-scaling method
is denoted as RS. However, our analysis and method do not
constrain the architecture.
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TABLE 1. Validation errors of ResNet-32 on Long-Tailed CIFAR datasets with various imbalance ratios.

A. LONG-TAILED CIFAR
The CIFAR dataset originally contains 50,000 training
images and 10,000 test images. Since the dataset provides a
well-balanced empirical distribution, we need to artificially
implant the imbalance. To verify our algorithm and com-
pare with the result of previous research, we applied the
long-tailed imbalance implanting protocol proposed in [25].
The number of training samples decreases according to an
exponential function, while all the test samples were used as-
is. This suggests that a network should be trained to recognize
every class regardless of their sample frequency. Moreover,
we used the imbalanced CIFAR dataset for further analysis;
the characteristic of the decreasing number of samples allows
us to analyze whether a tendency is dependent on the sample
frequency or not. We used this dataset for the figures in
prior sections as well. For the network architecture, we used
ResNet-32 [52] for the experiments on CIFAR.We trained the
network over 180 epochs with an initial learning rate of 0.1.
The learning rate was decayed by a factor of 0.1 at the 80th

and 150th epochs. The value of γ is fixed as 0.3 for long-tailed
CIFAR10, and 0.4 for long-tailed CIFAR100.

Table1 summarizes the classification error rates for the
long-tailed CIFAR dataset. The best performance is denoted
in bold, and the second-best performance is underlined. As a
baseline algorithm, a network is trained by minimizing the
empirical cross-entropy loss without any regularization. The
under-sampling strategy severely degrades the performance
when the dataset is highly imbalanced. The re-weighting
approach was neither effective with high imbalance ratio. The
performance of over-sampling strategy shows improvements
in CIFAR10. However, it was not effective for the experiment
with CIFAR100. The results show that our proposed method
outperforms the other methods when the classes are imbal-
anced. If the classes are well-balanced, normalizing the norm
of each weight vector is the same as not using a multiplicative
bias in the classifier network. It reduces the total degree of
freedom and affects the performance.

Fig.8 presents the confusion matrices of our baseline and
WVN+RS model on long-tailed CIFAR-10 with an imbal-
ance ratio of 100. In Fig.8 (a), the color of the diagonal
elements is fading. This shows that the accuracy increases

FIGURE 8. Confusion matrix of the (a)baseline and (b)proposed method
on long-tailed CIFAR-10 with an imbalance ratio of 100. The fading color
of diagonal elements in (a) implies the disparity of the accuracy. With our
proposed algorithm, the performance on infrequent classes is improved
while preserving the performance on frequent classes.

with the number of samples, suggesting that the different
sample frequency induces the disparity of the accuracy. On
the other hand, the high values in the bottom left corner
represent the low precision of frequent classes and the low
recall of the infrequent classes. This implies that the decision
boundary is leaned toward the minority classes, while the
feature points are biased toward themajority classes. Fig.8 (b)
shows that the WVN+RS method alleviates the disparity.
Compared to the baseline, themodel trained using ourmethod
provides more balanced accuracy. The performance on infre-
quent classes is improved while preserving the performance
on frequent classes.

Furthermore, the most striking result is that of Baseline+
RS, which is the off-the-shelf proxy of our proposed method.
This proxy method achieves better performance than the
existing methods by simply re-scaling the weight vectors
of the baseline model. Algorithm 1 shows that each weight
vector needs to be normalized at the end of every training
iteration. Instead, we only apply Eq.(7) after the network is
trained. The parameters of the classifier are re-scaled only
once after the entire training is completed. In other words,
we have ablated the weight vector normalization. Therefore,
all the parameters except those in the classifier have an
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identical value with that of baseline model; it uses identical
features with that of the baseline model. The direction of each
weight vector is preserved from the baseline as well. This
suggests that the features extracted by baseline models are
of satisfactory quality.

B. EVALUATION WITH DIVERSE METRIC
We also evaluated our method on CIFAR-10 dataset with step
imbalance. Following [28], imbalance ratio is set to 10. For
fair comparison, we use VGG16 architecture [55] for this
experiment. Table2 shows the results in terms of a various
metrics: precision, recall, F1-score, G-Mean and IBA [56].
These metrics provide various aspects on the performance
under imbalanced scenarios [28]. Since every class has the
same number of test samples, the recall is the same as accu-
racy. Unlike other tables in this paper, higher value represents
better performance in Table2.

TABLE 2. Results on CIFAR-10 dataset with step imbalance.

The results show that our proposed method consistently
performs better than other methods. It shows that our method
provides well-balanced class-wise performance. Similar to
the long-tailed CIFAR datasets, the Baseline+RS method
shows remarkable performance. This implies that the deci-
sion boundary is severely biased toward minority classes.
The performance of the WVN+RS model shows further
improvement. It suggests that our proposed WVN method
successfully encourages a network to learn better feature
representations of minority classes.

C. IMBALANCED TINY ImageNet
We also evaluated the proposed method using Tiny
ImageNet [48]. The Tiny ImageNet dataset has 200 classes,
and each class has 500 training samples and 50 test samples.
To implant the data imbalance, we applied the same protocol
used for CIFAR dataset. In addition, a step imbalance [9] was
implanted to verify whether our proposed method can resolve
various types of imbalance. We used ResNet-18 architecture,
and γ was fixed as 0.1 for all the experiments.
Table 3 presents a summary of the validation errors on the

Tiny ImageNet dataset. Similar to that in the results of the
long-tailed CIFAR dataset (Table.1), the WVN+RS method
showed the best performance in every experiment except
for the case of step imbalance with a ratio of 100. Even
in that case, the Baseline+RS model performed the best.

TABLE 3. Validation errors of ResNet-18 on imbalanced Tiny ImageNet
datasets.

The Baseline+RS models showed remarkable performance
on the Tiny ImageNet as well. Considering that the extracted
features are completely identical with those of the baseline
model, the superior results of Baseline+RS shows the impor-
tance of the decision boundary.

D. LARGE-SCALE DATASET
Similar observations can be found on large-scale datasets.
For validation, we used iNaturalist2018 [51], ImageNet-
LT [31], and Places-LT [31] datasets. iNaturalist dataset is
a real-world imbalanced dataset. In this paper, we used its
2018 version, which consists of 437,513 training samples
from 8,142 classes. Its training set has long-tailed label dis-
tribution with imbalance ratio 500 [25]. On the other hand,
every class has three validation samples; hence, the accuracy
of the minority classes is as important as that of the major-
ity classes. Following [25], [27], we use ResNet-50 archi-
tecture for both baseline and WVN model. ImageNet-LT
is a long-tailed version of the ImageNet dataset [48] con-
structed by Liu et al. [31]. The images were sampled fol-
lowing the Pareto distribution, resulting 115.8K images from
1000 classes. The most frequent class has 1,280 images,
while the least frequent class has 5 images; the imbalance
ratio is 256. Places-LT is another dataset constructed by
Liu et al. [31]. It is a long-tailed version of Places-2 [57]
with 184.5K images from 365 classes. The ImageNet-LT
dataset is an object-centric dataset, whereas Places-LT is
a scene-centric dataset. Following [31], ResNet-10 and
ResNet-152models are used for ImageNet-LT and Places-LT,
respectively.

Table4 summarizes the evaluation error for iNatural-
ist2018 dataset, and Table5 summarizes the evaluation error
for ImageNet-LT and Places-LT datasets. Our proposed
method shows the second-best performance on the iNatural-
ist2018 dataset, and the best performance on ImageNet-LT
and Places-LT datasets. The results show that our pro-
posed method significantly improves the performance in
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TABLE 4. Validation errors on iNaturalist2018.

TABLE 5. Validation errors on ImageNet-LT and Places-LT.

the large-scale experiments. Following [31], we also report
accuracy of three disjoint subsets: many-shot, medium-shot
and few-shot classes, partitioned depending on their training
samples.

The overall experimental results indicate that (1) adjust-
ment on the norm of each weight vector can effectively reg-
ulate the network to learn from imbalanced data, and (2) the
features from the baseline network are already of high quality.
In particular, by observing the results of the Baseline+RS
model, we conclude that drawing an appropriate decision
boundary is as important as extracting features of superior
quality. The results shown in the previous sections imply that
the softmax cross entropy loss is advantageous in training the
feature extractor, whereas the resulting classifier provides a
biased decision boundary.

E. OVER-SAMPLING STRATEGY AND WEIGHT NORM
In Eq.(3), cardinality of class j determines the weight of
L(Dj). From this point of view, the over-sampling strategy
is a direct approach balancing L(Dj) in Eq.(3). We observed
that the discrepancy among theweight norms is reducedwhen
we use the over-sampling method. In Fig.9, baseline and
over-sample models are trained with long-tailed CIFAR-10
with an imbalance ratio of 100. The model denoted as no
imbalance is trained with a balanced dataset with an imbal-
ance ratio of 1. The figure shows the over-sampling strategy
is effective in norm regularization. Although the norms of

FIGURE 9. Relative norm of weight vectors depending on the training
strategy. The baseline and over-sampling models are trained with an
long-tailed CIFAR-10 with an imbalance ratio of 100. No imbalance model
is trained with an imbalance ratio of 1. It shows the over-sampling
strategy is effective in balancing the norm.

the weight vectors are not identical, the fluctuation of the
relative norm is natural since the norm is a multiplicative
bias. Comparing with the baseline, the trend of relative norm
of over-sampling is a lot closer to the model trained with-
out imbalance. However, the over-sampling strategy shows
unsatisfactory performance in prior results. This implies that
the balance in the weight norm is not a sufficient condition
for class imbalanced learning.

The discordance of the trend with the performance
enhances the importance of the proposed RS method. By
over-sampling, the network is trained multiple times with the
samples of minority classes. This worsens the over-fitting,
thus deteriorating the final performance.

F. ORACLE EXPERIMENT
To quantify the quality of the extracted features, we fine-
tuned the classifier with test samples, while the feature extrac-
tion network was fixed. We denote these performances as
Oracle. Table 6 summarizes the validation error of the pro-
posed methods and their Oracle performance depending on
the feature extractor. As the classifier of the Oracle model
is trained and validated with the same test data, its validation
error can be interpreted as a lower bound of the corresponding
feature extractor. In Table 6, RS denotes the performance after
the weight vectors are re-scaled. Interestingly, the Oracle of
the baseline feature extractor performs better than the Oracle
ofWVN in both cases. This suggests that the feature extractor
is rather degraded by the weight vector normalization in terms
of the potential performance. Nevertheless, the WVN+RS
model performs better than the Baseline+RS model. The
last row of Table 6 shows the performance gap between the

TABLE 6. Validation error of the Oracle and proposed method.
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FIGURE 10. Validation errors of the proposed methods depending on γ . This figure illustrates that the WVN model is more robust to γ than the baseline
model.

proposed method and their Oracle. Note that the improved
performance achieved by adding the RS method can be con-
siderably closer to the Oracle performance if the vector is
normalized. This shows that the features from the WVN
model are aligned more appropriately, thereby enabling us to
draw a better decision boundary.

G. ROBUSTNESS OVER γ

More important benefit of WVN is γ sensitivity. Fig. 10
shows that the Baseline+RS model is more sensitive in the
selection of γ . Note that if γ is zero, Baseline+RS is the same
as Baseline. A larger γ denotes a stronger adjustment on the
decision boundary. Therefore, the robustness with regard to
γ implies that the features are clustered with a large margin
in the test time. The robustness is also important in terms of
selecting the hyper-parameter. It is clearly advantageous that
we can determine the hyper-parameter effortlessly.

From another viewpoint, the models are more sensitive
on long-tailed CIFAR-100 than CIFAR-10. In the exper-
iments on long-tailed CIFAR-10, the proposed method
consistently showed better performance than the baseline.
Moreover, the variation of performance is marginal along
the value of γ . However, on CIFAR-100, the robustness
against γ was comparatively degraded. A small interval
of γ improves the performance, and a larger value degrades
the performance. This is understandable since the classes
in CIFAR-100 are more fine-grained than the classes in
CIFAR-10. Fine-grained classes are highly likely to have a
smaller margin than coarse-grained classes. As the proposed
re-scaling method is effective when the decision boundary is
adjusted in between themargin, a small margin leads to a high
γ -sensitivity.

V. CONCLUSION
In this paper, we proposed two methods for class imbal-
anced learning: weight vector normalization (WVN) and
weight re-scaling (RS). Our methods showed outstanding

performance despite their simplicity. The key idea of our
methods comes from a causal relationship among the imbal-
anced sample frequency, norm of the weight vector, and
decision boundary. We showed that the disparity in the norm
is a consequence of imbalanced class and described how
the disparity affects the decision boundary. Consequently,
we proposed the WVN method to regulate the decision
boundary not to biased to neither the minority classes nor
the majority classes. We also proposed the RS method that
rectifies the disparity of generalization by considering the
cardinality of each class. Our experimental results show that
the RS method successfully adjust the decision boundary.

Although we only report performances on classification
problem, the use of our method is not restricted in clas-
sification. There could be an imbalance between back-
ground and foreground classes in the detection problem.
Since the semantic segmentation is a pixel-wise classifica-
tion, pixel-level class imbalance is unavoidable. Furthermore,
numerous algorithms in various frameworks utilize neural
networks, pre-trained on classification problem. From this
viewpoint, we expect our method to positively affect the other
areas of study.

In addition, this paper suggests another aspect. This work
showed that a simple adjustment on the baseline further
improves the performance. In particular, the results of the
Baseline+RS model show that the baseline features were
already of appropriate quality. This suggests that drawing a
better decision boundary is as important as training a better
feature extractor. It also implies that the empirical loss min-
imization is effective in learning representations. We hope
that this work provides a novel viewpoint and inspiration for
class imbalanced learning.
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