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Augmented reality (AR) is being investigated in advanced displays for the 
augmentation of images in a real-world environment. Wearable systems, such as
head-mounted display (HMD) systems, have attempted to support real-time AR
as a next generation UI/UX [1-2], but have failed, due to their limited computing
power. In a prior work, a chip with limited AR functionality was reported that
could perform AR with the help of markers placed in the environment (usually
1D or 2D bar codes) [3]. However, for a seamless visual experience, 3D objects
should be rendered directly on the natural video image without any markers.
Unlike marker-based AR, markerless AR requires natural feature extraction, 
general object recognition, 3D reconstruction, and camera-pose estimation to be
performed in parallel. For instance, markerless AR for a VGA input-test video
consumes ~1.3W power at 0.2fps throughput, with TI’s OMAP4430, which
exceeds power limits for wearable devices. Consequently, there is a need for a
high-performance energy-efficient markerless AR processor to realize a 
real-time AR system, especially for HMD applications.

We propose a high-throughput low-energy AR processor mainly targeted for
advanced 3D AR HMD applications. It has 4 key features. For high throughput,
it includes: 1) task-level pipelined SIMD-PE clusters, and 2) a neural network
network-on-chip (NoC). Both of these features exploit the high data-level 
parallelism (DLP) and task-level parallelism (TLP) of the pipelined multi-core
architecture. For low energy consumption, the processor includes: 3) the 
vocabulary forest accelerator (VFA), and 4) mixed-mode support vector machine
(SVM)-based dynamic resource management (DRM) to reduce unnecessary
external memory accesses and core activations. 

The proposed AR processor accelerates attention-based markerless AR, which
adopts phase spectrum of quaternion Fourier transform (PQFT) as visual 
attention to choose the region-of-interest (ROI). This reduces the amount of 
computation by focusing on a small portion of the image, as shown in Fig.
10.4.1. In addition, since we reuse extracted keypoint descriptors utilized in
recognition for camera tracking and mapping operations, the two main AR 
operations can be processed in parallel to increase system throughput by 1.45×.
To realize this AR model in wearable applications, with real-time and power 
constraints, the processor employs a high-throughput task-level pipelined 
architecture and dedicated accelerators for the various stages of object 
recognition and camera pose estimation.

The block diagram of the processor is shown in Fig. 10.4.2. A total of 36 IP cores
are connected by a 2D mesh NoC, and they are merged into 6 different SIMD PE-
clusters, where each PE cluster is dedicated to a different vision or 3D graphics
operation, and 2 dedicated accelerators assist with resource management or
NoC bandwidth regulation. The scale-space generation engine (SSGE) performs
Gaussian filtering for a 16×16 image tile to make multi-scale images, and then
the visual attention engine (VAE) selects the ROIs from background clutter. The
keypoint detection engine (KDE) and the keypoint descriptor generation engine
(KDGE) perform feature extraction. The VFA recognizes target objects by 
matching keypoint descriptors from the database. The camera pose estimation
engine (CPEE) calculates the relative position of the camera and the unified
shaders in the rasterization engine (RE) augment 3D graphics into the output
video.

By exploiting TLP of the proposed multi-stage AR algorithm, a task-level pipeline
which consists of 5 sub-tasks is implemented, as shown in Fig. 10.4.3. Since
each task processes only one image tile at a time instead of the whole image
(tile-based processing), on-chip SRAM size is reduced. Also, the pipeline has
deeper stages compared to the previous vision processors [4-5], from 2-stage
to 4-stage, and SIMD PE clusters are more tightly pipelined with over 92% of 
utilization by running them simultaneously. It outperforms a previous ARM
Cortex-A9 NEON and this processor (without the pipeline) by 4.2× and 2.7× in
terms of throughput, respectively. However, since massive inter-stage 
communication between task-producing/consuming cores exists at the bound-
ary of task-level pipeline stages, network congestion may negatively impact
throughput and energy efficiency.

The neural network NoC is implemented to control the inter-stage 
communication to increase chip performance. It monitors the workload history
of all processing cores, and manages producer-consumer data transactions
between tasks in the case of task-level pipelines distributed over the multi-core
processor. For example, as shown in Fig. 10.4.4, when PEs (P0-P7) of the KDE
finish keypoint detection and transfer network packets containing the detection
results to PEs (C0-C9) of the KDGE, the multi-layer perceptron (MLP) neural 
network operates as a workload predictor which can trace the workload history
of ROI tiles that gradually change for frame sequences. The prediction of the next
workloads of ROI tiles enables the dispersed mapping of producer-consumer
pairs to avoid network congestion by prohibiting the unbalanced (locally 
concentrated) core assignment of conventional approaches before the actual
workloads are known. With the proposed near-optimal scheduling based on the
neural network, the data transfers on two dominant communication paths, the
SSGE–KDE stage, and the KDE–KDGE stages, are reduced by 9.7% and 19.4%,
respectively, compared to the first-come first-served scheduling method, and
overall chip throughput is increased by 29.1%.

Figure 10.4.5 shows the proposed VFA architecture adopted to eliminate external
memory accesses to realize a tile-based task-level pipeline for real-time AR
implementation. In the VFA, database (DB) vectors are quantized during the
learning process of vocabulary trees (VTs), so as to make VTs hold only seed DB
vectors in the on-chip memory, thereby massive external memory accesses are
entirely removed. Four VTs are implemented as binary tree structures with 7 
levels to realize the best hardware efficiency. The VT hardware is composed of
32KB of node table memory, a memory controller, a histogram generator and the
stage where the distance between the query vector and two centroid vectors are 
calculated. We utilize AdaBoost to combine 4 differently learned VTs to enhance
matching accuracy of the final VT decision, and an inhibition scheme to realize
multi-object recognition. The VFA achieves 94.3% matching accuracy under a
low-cluttered test video with 2,066 kilo-vectors/s throughput and 35.7% less
power consumption compared to previous art [6].

In order to control the dynamic power consumption of the multi-core processor,
the DRM unit performs power management by using three analog SVM circuits
– each implementing a 4D-Gaussian kernel computation, and a digital controller
for input/output configuration of the analog SVM, as shown in Fig. 10.4.6. The
DRM monitors the number of selected ROIs, the number of extracted keypoints,
and the thermal/power headroom to perform per-frame power-mode control on
the SIMD PE-clusters, which consume 87% of the overall power. The 
4D-Gaussian kernel operation is implemented with a cascading of 4 analog 
1D-Gaussian circuits to obtain 2.7× and 1.6× power and area efficiency, 
respectively, vs. a digital implementation. With the help of the high classification
accuracy provided by the analog SVM circuits, the SVM chooses the operating
mode of dynamic voltage and frequency scaling (DVFS) based on 4 monitoring 
parameters, and as a result, 51% of power consumption can be reduced 
compared to a multi-core processor without DRM.

The proposed AR processor is fabricated using 65nm CMOS technology, 
integrating 8.32M equivalent gates and 693KB of SRAM, for a battery-powered
HMD platform with 30fps real-time performance. It consumes 381mW average
power, and 778mW peak power at 250MHz, 1.2V. With 1.22TOPS peak 
performance, the processor achieves 1.57TOPS/W power efficiency, 
representing 76% improvement over a state-of-the-art augmented reality
processor [3], and 1.52mW/MHz energy efficiency.
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Figure 10.4.1: Attention-based markerless augmented reality. Figure 10.4.2: Overall architecture of the AR processor.

Figure 10.4.3: 4-stage task-level pipelined augmented reality.

Figure 10.4.5: Vocabulary forest with four vocabulary trees. Figure 10.4.6: Measurement results of workload prediction model.

Figure 10.4.4: Neural network scheduler for 2D mesh NoC.
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Figure 10.4.7: Chip micrograph and performance summary.


