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Abstract- For energy-efficient event-detection in sensor net-
works, we can perform an in-network join of two relations, i.e.,
a sensor table and a condition table, where a condition table is a
set of tuples each of which contains condition information about
a certain event. In this paper, we propose an in-network method
for efficient join of a sensor table and a condition table. We
also show through performance experiments that the proposed
method works better than the existing method.

I. INTRODUCTION

Sensor networks have various applications like bird habitat
monitoring [1], structural health monitoring [2], and so on.

Many of these applications require event-detection, which in-
volves detecting unusual phenomena and identifying particular
locations or points where events occur.

There are some query-based data gathering systems for
sensor networks such as TinyDB [3] and Cougar [4] that can

be used for event-detection. The query-based systems provide
query interfaces for users to interact with sensor networks,
which makes it easy to collect data from sensor networks. For
event-detection, we can use an event-detecting query statement
containing predicates that describe event-related conditions.

For a certain event, the condition based on many time slots
and/or locations can be substantially complex [5]. Moreover,
in many monitoring applications, they often demand detections
of more than one event. In such cases, the number of predicates
in those event-detecting query statements can be so large that
one sensor node may not handle the query statements in its
local storage. This is a problem because existing systems [3],
[4] are not able to deal with such situations efficiently.
The idea of distributed joins in traditional distributed

databases [6] can be used for this kind of applications.
Distributed joins in a sensor network can be performed 'in the
network' as follows. First, all the tuples each of which repre-

sents event-related conditions constitute a so-called condition
table. Second, the condition table is horizontally partitioned,
and then fragments of the condition table are disseminated into
the network. Finally, each sensor node (shortly, node) joins its
sensor readings with all the fragments of the condition table
stored in various nodes.

In this paper, we propose an in-network join algorithm,
called the path-based in-network join algorithm (PBA), which
distributes fragments of the condition table on the path from
the base station to each node, and performs in-network joins,

starting from nodes at the bottom of the routing tree along
the path toward the root node. Since distribution of the
condition table depends only on the topology of the routing
tree, the density of the network has nothing to do with the
performance of PBA which is not the case in the existing
method [5]. Moreover, PBA has better scalability to the size
of the condition table in the sense that the performance of
PBA degrades more gracefully than the existing method.
The remainder of the paper is organized as follows. Section

II discusses the in-network joins and explains REED briefly.
Section III describes PBA in detail. Section IV shows the
experimental results, and then Section V concludes the paper.

II. BACKGROUND AND RELATED WORK

We assume that all the readings of sensors belong to
a table 'Sensors' as in Fig. 1(a). This table has one row
for each sensor node with columns for its sensor readings.
Event-related conditions are stored in a condition table as
shown in Fig. 1(b) where the name of the condition table is
'Alert table'. Now, a request for detecting certain events such
as "find extraordinarily high pressures and humidities" can be
described by an SQL-like query in Fig. l(c), where the query
joins two tables Sensors and Alert Table. Using this kind of
join-queries, various event-detection requests can be described
in a concise and convenient way.
When processing a query like Fig. l(c) for event detection,

we can considerably reduce the total energy consumption if
join operations are performed 'in the network'. In most event-
detecting scenarios such as equipment health monitoring [7],
the join selectivity is usually very low. Since joins with low
selectivity can effectively filter out unnecessary readings of
sensors in an early stage of query processing, it is preferable,
as in other in-network processing [3], [8], [9], to perform such
filtering operations in the network rather than to collect the
entire sensor readings at the base station.

Distribution policy of a condition table depends on the size
of the condition table. Suppose that each node in a sensor
network has the same amount of memory. There are two cases:
(a) If the condition table fits in the memory of one sensor node,
the entire condition table can be simply copied and stored in
every sensor node. (b) Otherwise, i.e., if the condition table
does not fit in one node, the condition table is horizontally
partitioned into several fragments and each sensor node has
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(c) An event-detecting query

Fig. 1. An event-detecting query with join (b) Placement of fragments

Fig. 2. Placement of the fragments of a condition table

only one of them. Since the case (a) is trivial, we consider
only the case (b). For the rest of the paper, we assume that
the size of a condition table is larger than the memory size of
one node.
REED [5] is the algorithm using in-network joins for event-

detection in sensor networks. In REED, they first find a
collection of groups where a group is defined as a set of
nodes that i) can cumulatively store all the tuples of the
condition table and ii) are within the radio communication
range of one another. Then, each group performs in-network
joins. According to definition of a group, we can notice that the
number of groups is proportional to the density of the network
and is inversely proportional to the size of the condition table.
Since the filtering effect of in-network joins is strongly related
with the number of groups, REED does not work well when
the density of the network is not sufficiently high or when the
condition table is too large compared with memory capacity
of a node.

III. OUR APPROACH

Before presenting our proposed method, let us see an
example that motivates our work. Fig. 2(a) shows a sensor
network where an edge denotes a neighbor relationship be-
tween two nodes, which means two nodes are within each
other's wireless communication range. The root node is the
one directly connected to the base station. Suppose that a
condition table is four times bigger than the available memory
in a node. We partition the condition table into four equal-sized
fragments in order for a node to store one fragment. Consider
REED for an in-network join of a sensor table and a condition
table. Unfortunately, no group can be formed because a set

of four nodes that are neighbors among each other does not
exist. Thus, no in-network join processing can be performed
in REED.
Now, consider the placement of the fragments of the condi-

tion table shown in Fig. 2(b) where F1, F2, F3 and F4 denote
four fragments of the condition table. Then, we can notice that
sensor tuples of black nodes can be completely joined during
the transmissions through the path toward the root node. This
is because a set of fragments that can reestablish the entire
condition table are placed in the path from the black nodes to
the root node. This simple placement strategy of the fragments
of a condition table is the main idea of our proposed method.
We assume that the memory capacity of each node is the

same. We also assume that each tuple of a condition table is of
the same size. We will measure the sizes of a condition table,
memory of each node, and messages in terms of the number
of tuples. The following are some notations used in the rest
of the paper.

0

0

0

0

0

0

T: a condition table
t: the size of a condition table
m: the size of memory in each node
Fi: the i-th fragment of T, where i = 1,... , Ft/m
NF: Ft/mi, i.e., the number of fragments of T
mod: the modulo operator (e.g., 5 mod 2 = 1)

In what follows, we propose an in-network join algorithm,
called the path-based in-network join algorithm (PBA). PBA
consists of two phases, i.e., a condition table dissemination
phase and an in-network join operation phase.

Condition no

1
2

...3
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Fig. 3. Distribution of a condition table in PBA

A. Condition Table Dissemination Phase

In this phase, the condition table is horizontally partitioned
into NF fragments, and then those fragments are disseminated
into the sensor nodes. Each node in the sensor network stores
one fragment by the following rule.
Fragment Distribution Rule (FD Rule): A node at level

L in a routing tree of a sensor network stores a fragment Fi
where i= (L mod NF) + 1.

Fig. 3 shows a routing tree of a nine-node sensor network
with placement of fragments of a condition table partitioned
into three fragments. Fragments are disseminated according to
Rule 1. In the figure, for example, the node 2 at level 1 stores
F2 because (1 mod 3) + 1 = 2. We can see that for each node
at level 2 and level 3, there exists a path to the root node
where fragments of the entire condition table are stored at the
nodes in the path.

Complete Segment: Given a sensor network and a condition
table, a complete segment is a minimal subset of any paths in
the routing tree whose union of fragments constitute the entire
condition table.

It is easy to see that FD Rule guarantees that every node at
level larger than or equal to NF -1 has a complete segment
in the path from itself to the root node.

B. In-network Join Operation Phase

An in-network join starts from the leaf nodes of the routing
tree. A leaf node joins its tuple of sensor readings (shortly, a

sensor tuple) with its local fragment of the condition table, and
sends two messages of different types to the parent toward the
base station. These are i) a message containing a partial result
of the join, and ii) a message containing its sensor tuple for
joining of its sensor tuple with the fragment of the condition
table in the parent. When a non-leaf node receives sensor

tuples from all the children, it performs a join of accumulated
sensor tuples (i.e., its own sensor tuple + sensor tuples from
the children) with its own local fragment. Then, it sends two
messages to its parent toward the base station, i.e., i) a message

containing its partial result of the join, and ii) a message

containing accumulated sensor tuples.
Here, suppose that the level of a non-leaf node is k. We can

notice that a sensor tuple from the node at level k + NF need
not be joined with a fragment in the node at level k. This is
because the node at level k + NF, if exists, has the fragment

that is the same as the one in the node at level k. Thus, the
non-leaf node can simply discard that kind of sensor tuples.
The following are in-network join operations performed at the
sensor nodes and the base station.

[Leaf node n: let this node be at level k]
1. Join its sensor tuple with F(k mod NF)+±1 i.e., its

local fragment of the condition table.
2. Send to its parent two messages, i.e., a message

containing its partial result of the join and a mes-
sage containing its sensor tuple.

[Non-leaf node n: let this node be at level k]
1. Wait until all the messages from all the children

are received.
2. Put the sensor tuples in those messages and its own

sensor tuple together. Let this set of accumulated
sensor tuples be S. Put the partial results of the
join in the messages together. Let this set of partial
results be R.

3. Remove sensor tuples from S that come from nodes
at level k + NF.

4. Join S with F(k mod NF)+1, and append the result
of this join to R.

5. Send to its parent two messages, i.e., a message
containing R and a message containing S.

[Base station]
1. Join S with the entire condition table. Note that

in S there are only sensor tuples that come from
nodes whose levels are less than NF.

2. Append this partial result of the join to R, and
eliminate duplicates in R, if any. Now R is the final
result of the join.

In our descriptions until now, each node sends to the parent
two types of messages, i.e., a message containing its sensor
tuple (or accumulated sensor tuples) and a message containing
its partial result of the join. In fact, these two messages can
be merged into a single message [3]. This can reduce the total
number of messages, which results in the significant energy
savings.

IV. EXPERIMENTS

We simulate a sensor network where all the sensor nodes are
randomly located within a rectangular space. The root node
that is directly connected to the base station is selected among
the nodes around boundaries of the rectangular space.
We compare three join algorithms REED, PBA, and

NAIVE. In NAIVE, all sensor readings are simply forwarded
up to the base station where the join between all the sensor
tuples and the condition table is performed. We use two
metrics, i.e., the number of message transmissions and the size
of transferred data. We assume that the same join query that
is similar to the one in Fig. l(c) is executed in each algorithm.
We also assume that each node can receive all the messages
from other nodes without loss of a message, and it is stationary
and alive.

Authorized licensed use limited to: Korea Advanced Institute of Science and Technology. Downloaded on December 1, 2009 at 02:11 from IEEE Xplore.  Restrictions apply. 



etwork density = 4.0e

--*- NAIVE
-U-REED

-&- PBA

e numer o ragm

<Network density I0>

The nuff of fragret
Neor d sty 1610>

The rumber of fragments
Network density = I00>

v v - - *m m m

+-4-NAIVE
-U-REED

-A- PBA

3 6 9 12 15 18 21 24 27 30

The number of fragments
Network density = 16.0>

o 0 1 0 0
u7 i e i\r

i 15000
It/
0t1nnnn / n\ 1T

C) -1 REE1D
fI 5000 APBA

The number of fra ments

(a) Number of message transmissions

The number of fragments

(b) Size of transferred data

Fig. 4. Network density

A. Network Density
Fig. 4(a) and (b) show the number of message transmissions

and the size of transferred data for a single execution of a join
query with varying network densities. We have used networks
whose shapes are 1, OOOm x 1, OOOm squares. In both figures,
PBA gives more energy savings than REED except for small
ranges. When the number of fragments is less than the network
density, REED tends to be more efficient than PBA. This is
because many groups can be formed in this situation. We
can also see that PBA has better scalability to the size of
the condition table in the sense that the performance of PBA
degrades more gracefully than REED.

B. Shapes of Networks
In the experiments of Fig. 4, we have assumed that shapes

of networks are 1,OOOm x 1,OOOm squares. However, even
though the size of a network and the number of sensor
nodes in the network is fixed, the shape of the network can
affect the performances of both the REED and the PBA.
For a network whose shape is severely rectangular, i.e., the
width of a network is much larger than the height of the
network (or vice versa), the depth of a routing tree significantly

increases with less number of siblings in each node. This is
the situation where the performance of REED tends to degrade
while the performance of PBA improves. The reason is that
the formation of groups may be difficult in REED while the
formation of complete segments is easy in PBA. Thus, in
a network with a severely rectangular shape such as narrow
valleys, bridges, and sides of rivers, the performance gain of
PBA over REED can increase considerably.

Fig. 5(a) and (b) show the performances of NAIVE, REED
and PBA when the shapes of networks are severely rectangular.
Here, we have used networks whose densities are 10. As
shown in the figure, PBA much outperforms REED. When the
network has 20, OOOm x 50m rectangular shape, the number
of messages in REED is about four times more than that of
PBA, and the size of transferred data in REED is more than
four and a half times of that in PBA in most cases.

Note that similar arguments can be applied to the cases
when networks have severely irregular shapes. Thus, PBA is
much more robust than REED in the sense that PBA works
well in any shapes of networks.

-Network density = 4.0>

-;

clH

i.,

Authorized licensed use limited to: Korea Advanced Institute of Science and Technology. Downloaded on December 1, 2009 at 02:11 from IEEE Xplore.  Restrictions apply. 



<Network size = 5,000 x200m-20

--4- NMVE
-*M- REED
A PBA

The nwrber ofrgmients
<Network se = 0mxI

--*-NAIVE
/ REED
-A- PBA

/~~ ~~~~~~~~~~ . ^-A
r~~~~~~~~~~~~~

3 6 9 12 15 18 21 24 27 30
Therrbe ff ~ etN he n2 Oero ragmen

<Network size = 20,000mx50rm>

/ +- NAIVE
-W REED

/~~~ ~-iPBA

,
~~~~~~~~~~~~-

3 6 9 12 15 18 21 24 27 30

The numubei- of fi-agmnents
<Network size = 10O,000mx lLOm>

--NAIVE
/ REED
-L- PBA

.

The number of fragments
-Network size= 20000mx5Om>

!00

O0 O /- NAIVE
-- REED

00 0 -
/~~~~ A B

O0

3 6 9 12 15 18 21 24 27 30

Th rber ff te()enumb erofm ragmens

(a) Number of message transmissions

66000-0 NAIVE
50000 -M- REED

i40000 /--PBA
3 0

n i

The number of fragments

(b) Size of transferred data

Fig. 5. Shapes of networks: width x height

V. CONCLUSION

We have proposed an energy-efficient in-network join algo-
rithm for event-detection, called PBA. In PBA, the sensor read-
ings of each node are joined with fragments of the condition
table that are placed along the path leading to the root node.
PBA has a good scalability to the size of the condition table
and is not affected with the network density. The experimental
evaluations have shown that PBA outperforms the existing
method in most cases. The performance gain of PBA over
the existing method significantly increases when the shape of
a network is severely rectangular. PBA is robust with respect
to the shapes of networks, which is not the case in REED.
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